
from estimating ei by yi - m*(xi) and then using the formula for m*(x)
with yi replaced by the square of this estimated ei.

A partial linear model y = Xb + m(z) + e is an example of a
semi-parametric analysis. Estimation proceeds by fitting y and X
nonparametrically as a function of z. Then the resulting residualized y is
regressed on residualized X to get bOLS and m(z) is obtained by fitting

y - XbOLS nonparametrically with z.
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Appendix A:
Sampling Distributions, the Foundation of Statistics

It cannot be stressed too strongly how important it is for students to
understand the concept of a sampling distribution. This concept
provides a unifying logic which permits econometrics' algebraic
manipulations to be seen in context, making clear what econometricians
are trying to accomplish with all their proofs, formulas and algebraic
derivations. The purpose of this appendix is to provide an exposition of
this concept and the implications it has for the study of econometrics.

1 An Example

Suppose that you have 45 observations on variables x and y and you
know that y has been produced from x by using the formula y = bx + e
where e is an error with mean zero and variance s2. Note that there is
no intercept in this linear relationship, so there is only one unknown
parameter, b, the slope of x. This specification means that y1, the first
observation on y, was created by multiplying x1, the first observation on
x, by the unknown number b and then adding e1, the first error,
obtained randomly from a bowl of errors with mean zero and variance
s2. The other 44 observations on y were created in similar fashion.

You are interested in estimating the unknown parameter b. Suppose the
formula b* = Sy/Sx has been suggested, where the subscripts have been
omitted for convenience. This suggestion just involves putting the data
into an algebraic formula to produce a single number that is proposed as



the estimate of b. Suppose this is done using your data, producing b* =
2.34. Is this a good estimate of the unknown b?

Since y = bx + e you can substitute this into the formula to get

From this it is apparent that this formula is such that it is equal to b plus
an expression that involves the unknown e values. Because the e values
are positive about half the time and negative about half the time, it
looks as though this expression involving the errors is probably going to
be fairly close to zero, suggesting that this formula is reasonable in that
it appears to be creating a suitable estimate of b.

Consider the estimate b* = 2.34. How close 2.34 is to b clearly depends
on the particular set of 45 error terms that were drawn out of the bowl
of errors to produce the y
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observations. If in obtaining the data, mostly large positive errors were
drawn, b* would substantially overestimate b (assuming Sx is positive).
If mostly large negative errors were drawn, b* would substantially
underestimate b. If a more typical set of errors were drawn, b* would
produce an estimate fairly close to b. The point here is that the set of 45
unknown error terms drawn determines the estimate produced by the b*
formula and so there is no way of knowing how close the particular
estimate 2.34 is to the true b value.

This problem is addressed via the concept of the sampling distribution.
Suppose for a moment that you know the true value of b. Visualize
obtaining 45 error terms, calculating y using b, the x values and these
errors, computing b*, and recording the result. Mentally do this a
million times, each time grabbing 45 new error terms. This produces a
million hypothetical b* values, each produced by mimicking exactly the
process thought to be generating the actual y data. These million b*
values can be used to construct a histogram of possible b* values. This
histogram should show that very high values of b* will be relatively rare
because such a b* value would require an unusual draw of 45 error
terms. Similarly, very low values of b* will also be rare. Values of b*



closer to the true b value will be more common because they would
result from more typical draws of 45 errors. This histogram estimates a
distribution of b* values, providing a picture of the relative probabilities
of obtaining different b* values during this conceptual repeated
sampling procedure. This distribution is called the sampling distribution
of b*. The sampling distribution of a statistic tells us the relative
frequency with which values of that statistic would occur if we
repeatedly drew new sets of errors.

2 Implications for Studying Econometrics

The logic of the sampling distribution is the foundation of classical
statistics, with several important implications. If these implications are
understood, the study of econometrics becomes much easier.

(1) Using b* to produce an estimate of b can be conceptualized as the
econometrician shutting his or her eyes and obtaining an estimate of b
by reaching blindly into the sampling distribution of b* to obtain a single
number.

(2) Because of 1 above, choosing between b* and a competing formula
b** comes down to the following: Would you prefer to produce your
estimate of b by reaching blindly into the sampling distribution of b* or
by reaching blindly into the sampling distribution of b**?

(3) Because of 2 above, desirable properties of an estimator b* are
defined in terms of its sampling distribution. For example, b* is
unbiased if the mean of its sampling distribution equals the number b
being estimated. These properties are discussed in sections 2.5, 2.6 and
2.7 of chapter 2.

(4) The properties of the sampling distribution of an estimator b*
depend on the process generating the data, so an estimator can be a
good one in one context but a bad one in another. Much of econometric
theory is concerned with finding for a particular data-generating process
the estimator with the most attractive sampling distribution; the OLS
estimator, for example, has an attractive sampling distribution in some
applications, but a less attractive sampling distribution in others, such as
when the error is correlated with an explanatory variable.

(5) The properties of the sampling distribution also depend on the
sample size. A larger sample size means that there is more information
used in producing a parameter
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estimate and so the variance of its sampling distribution is smaller, and
in some cases bias diminishes as the sample size grows. This is discussed
in section 2.8 of chapter 2.

(6) Most algebraic derivations in econometrics are trying to find the
characteristics of the sampling distribution of a statistic. Since interest
focuses almost exclusively on the mean and variance of the sampling
distribution, students must become expert at finding means and
variances of distributions.

(7) All statistics, not just parameter estimates, have sampling
distributions. An F value, for example, is a test statistic rather than a
parameter estimate. Hypothesis testing is undertaken by seeing if the
value of a test statistic is unusual relative to the sampling distribution of
that test statistic calculated assuming the null hypothesis is true.
Suppose it is stated that under the null a statistic is distributed as an F,
for example. This means that if the null hypothesis is true the sampling
distribution of this statistic is described by the numbers in the F table
found in most statistics textbooks. Econometricians work hard to find
test statistics which have sampling distributions described by familiar
statistical tables.

3 Calculating Sampling Distributions

There are three basic techniques employed to learn the properties of a
statistic's sampling distribution.

(1) For simple problems algebraic derivations can be undertaken to
deduce the properties of a sampling distribution, such as in the following
examples.

(i) In the example above where y = bx + e, the mean and variance
of the sampling distribution of b* can easily be calculated to be b
and 45s2/(Sx)2, respectively. If there had been a nonzero intercept
so that y = a + bx + e, the mean of the sampling distribution of b*
would be b + 45a/Sx, illustrating how the sampling distribution
depends on the data-generating process.



(ii) As described in chapter 3, when the data have been generated
by the CLR model with y = Xb + e and V(e) = s2I, the mean of the

sampling distribution of bOLS is b and its variance is s2(X'X)-1. If in
addition e is distributed normally (the CNLR model), this sampling
distribution is also normal in shape, and the OLS estimate of a
parameter divided by its estimated standard error has a sampling
distribution described by the t table provided in most statistics texts.

(iii) When N values of x are drawn randomly from a distribution
with mean m and variance s2, the sampling distribution of x has
mean m and variance s2/N. This is a result all students are expected
to "remember" from introductory statistics. A central limit theorem
is usually invoked to conclude that when N is of reasonable size this
sampling distribution is normal in shape.

(2) When the algebra is too difficult to derive the properties of a
sampling distribution, as is often the case, two alternative techniques are
used. The first of these is to perform the algebra allowing the sample
size to become very large. This simplifies the algebra (as explained in
the technical notes to section 2.8), allowing "asymptotic" or "large-
sample" properties (see appendix C) of the sampling distribution of the
estimator or test statistic to be derived. This asymptotic distribution is
often a remarkably good proxy for the sampling distribution when the
sample is of only modest size. Consider the following examples.
 

page_315

Page 316

(i) Nonlinear functions of parameter estimates have complicated
small-sample distributions whose asymptotic properties can usually
easily be derived. An example is steady-state parameter estimates
calculated as nonlinear functions of short-run parameter estimates.

(ii) Whenever the error is correlated with an explanatory variable,
the sampling distribution of OLS exhibits undesirable properties and
is often replaced by an instrumental variable (IV) estimator, as
discussed in section 9.2 of chapter 9. The IV estimator has an
intractable small-sample sampling distribution but its asymptotic
distribution can be derived straightforwardly.



(iii) W, LR and LM tests, described in section 4.5 of chapter 4, have
very complicated small-sample distributions, but asymptotically are
each distributed as a chi-square.

(3) The second method of determining the properties of a sampling
distribution when the algebra is too difficult is to perform a Monte Carlo
study, discussed in section 2.10 of chapter 2. In a Monte Carlo study
typical parameter values are selected, observations on non-stochastic
variables are chosen, and a computer is used to draw error terms. The
computer is then programmed to create hypothetical data according to
the process thought to be generating the actual data. These data are
used to calculate a value for the statistic under investigation. Then the
computer creates new error terms and uses them to produce a new
hypothetical data set, allowing calculation of a second value of the
statistic. This process is repeated until a large number, say 5,000, of
hypothetical values of the statistic are created. These 5,000 values are
used via a histogram to picture the sampling distribution, or more likely,
to estimate the relevant properties (such as its mean, variance or values
cutting off 5% tails) of this statistic's sampling distribution. Below is a
description of how a Monte Carlo study would be conducted to examine
the sampling distribution of b* for our earlier example. (Other examples
appear in several of the exercises of appendix D).

(a) Choose 45 values for x, either by using the x values from an
actual empirical study or by using the computer to generate 45
values in some way.

(b) Choose values for the unknown parameters, say a = 1, b = 2 and
s2 = 4.

(c) Have the computer draw 45 error terms (e) randomly from a
distribution with mean zero and variance 4.

(d) Calculate 45 y values as 1 + 2x + e.

(e) Calculate b* and save it. (If comparing to another estimator, one
would also at this stage calculate the competing estimate and save
it.)

(f) Return to step (c) and repeat this procedure until you have, say,
5,000 b* estimates.



(g) Use the 5,000 b* values to draw a histogram representing the
sampling distribution of b*. Since usually the sampling distribution is
characterized by only three measures, its mean, its variance, and its
MSE these 5,000 values would be used to estimate these properties,
as explained in section 2.10 of chapter 2.
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Appendix B:
All about Variance

The purpose of this appendix is to gather together the basic formulas
used to compute and estimate variances in econometrics. Because these
formulas are discussed in textbooks, no proofs, and only a few
examples, are provided. It is strongly recommended that students
become intimately familiar with these results, as much attention is paid
in econometrics to efficiency, requiring assessment of estimators'
variances.

1 Definition

Suppose x is a scalar random variable with probability density function
(x); to make the discussion below more relevant x can be thought of as

a coefficient estimate  and thus  would be its sampling distribution.
The variance of x is defined as

In words, if you were randomly to draw an x value and square the
difference between this value and the mean of x to get a number Q,
what is the average value of Q you would get if you were to repeat this
experiment an infinite number of times? Most derivations in
econometrics are done using the expected value notation rather than the
integral notation, so the latter is not seen much.

The covariance between two variables, x and y, is defined as



where (x,y) is the joint density function for x and y. In words, if you
were randomly to draw a pair of x and y values, subtract their means
from each and multiply them together to get a number Q, what is the
average value of Q you would get if you were to repeat this experiment
an infinite number of times? Notice how the expected value notation
avoids the messiness of the double integral notation.

If x is a vector of length k, its variance-covariance matrix is defined as
the k by k matrix

described in the technical notes of section 2.6. It has the variances of
the individual
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elements of x down the diagonal, and the covariances between these
elements in the off-diagonal positions.

2 Estimation

The definitions given above refer to the actual, or theoretical, variance,
not to be confused with an estimate of V(x), which can be calculated if
some data are available. Consider the following examples:

(a) For x a scalar, if we have N observations on x, say xi through xN,
then V(x) is usually estimated by s2 = S(xi - x)2/(N -1).

(b) If we have N corresponding observations on y, say yi through yN,
then C(x,y) is usually estimated by sxy = S(xi - x)(yi - y)/(N - 1).

(c) If x is the error in a regression model with K explanatory variables
(including the intercept), then V(x) is usually estimated by s2 = SSE/(N -
K).

(d) When x is a vector, its variance-covariance matrix is estimated using
the estimating formulas given in (a) and (b) above to fill in the
individual elements of this matrix.



3 Well-known Formulas

Variances for several special cases are so well known that they should
probably be memorized, even though their derivations are easy:

(a) The variance of x, the sample mean of N randomly drawn
observations on a variable x: V(x) = V(x)/N.

(b) The variance of a linear function of x, say w = a + bx where a and b
are constants: V(w) = b2V(x).

(c) The variance of the sum or difference of two random variables, say
w = z ± y: V(w) = V(z) + V(y) ± 2C(z,y).

4 More-general Formulas

The following are some more-general formulas, of which the
well-known results given above are special cases.

(a) The variance-covariance matrix of bOLS in the CLR model y = Xb
+ e: V(bOLS) = V(e)(X'X)-1 = s2(X'X)-1. If there is only an intercept in
this regression, so that X is a column of ones, bOLS = y. Furthermore, in

this case V(e) = V(y), so that this formula yields V(bOLS) = V(y) =
V(y)/N, exactly the formula of 3(a) above.

(b) Nonlinear function g(x) of a scalar x: asymptotically, .
The rationale behind this formula is explained in the technical notes to
section 2.8. If g(x) = a + bx, a linear function, then V(g(x)) = b2V(x),
exactly the formula of 3(b) above.

(c) Univariate linear function w = a'x of a vector x, where a is a vector
of constants: V(a'x) = a'V(x)a.
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If x = (z,y)' and a = (1,1)' then w = z + y and 

which when multiplied out yields V(w) = V(z) + V(y) + 2C(z,y), exactly
the formula of 3(c) above.



(d) Univariate nonlinear function g(x) of a vector x: asymptotically,

 where  is a vector whose ith element is
the partial of g with respect to the ithe element of x. Note that this is the

same as the previous formula with  replacing the vector a.

(e) Multivariate linear function w = Ax of a vector x, where A is a
matrix of constants (so that w is now a vector, each element of which is
a linear combination of the elements of x): V(w) = AV(x)A'. The
asymptotic formula for a multivariate nonlinear function is the same as
this, using the matrix of partial derivatives for the matrix A.

5 Examples of the More-general Formulas

(a) Example for 4(b) variance of the nonlinear function of a scalar.
Suppose we regress logs on logs and produce a forecast of lny which has

variance V(), and we wish to forecast y by . Then asymptotically

(b) Example for 4(c), univariate linear function of a vector. Suppose
aOLS and bOLS have variances V(aOLS) and V(bOLS), and covariance

C(aOLS, bOLS). Consider Q = 2aOLS + 3bOLS. Then by definition

Or, using the formula from 4(c), we have  and so

which when multiplied out produces exactly the same answer.

(c) Second example for 4(c), univariate linear function of a vector.
Suppose y = Xb + e = a + dw + qq + e and we have used the data to
estimate bOLS = (X'X)-1X'y, so V(bOLS) = s2(X'X)-1.



Given the values w0 and q0, we forecast y0 by
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The variance of this forecast is 

Continuing with this example, the forecast error is

The first three terms are constants, so the variance of the forecast error

is the same as the variance of  which using the formula for the
variance of the difference between two random variables gives

The covariance is zero since e0 is in no way connected to the

ingredients of 

(d) Example for 4(d), univariate nonlinear function of a vector. Suppose

The long-run, or equilibrium, elasticity of y with respect to x is q =

b2/(1-b1), estimated as . Then from 4(d) above:



Because of the zero in the first element of the derivative vector, we
could have truncated this vector and combined it with the
corresponding (lower right) block of V(bOLS).

(e) Example for 4(e), multivariate linear function of a vector. Suppose

and we specify that the b values are determined as a polynomial
distributed lag of the form

This implies that

which can be written as b = Ad, with the 4 by 3 matrix A containing the
numbers 1, 1, 1, 1 in the first column, 0, 1, 2, 3 in the second column,
and 0, 1, 4, 9 in the third column.
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The d vector can be estimated by running an OLS regression on
transformed data (explained in any textbook discussion of the
polynomial, or Almon, distributed lag) to obtain dOLS and an estimate

of its variance V(dOLS). To estimate the b vector, the estimator

 is used, with 

6 Cramer-Rao Lower Bound

No asymptotically unbiased estimator has a variance-covariance matrix
smaller than the Cramer-Rao lower bound. Since if this bound is
attained it is attained by the maximum likelihood estimator, it is
customary to consider the Cramer-Rao lower bound to be the variance
of the MLE, and to estimate the variance of the MLE by an estimate of
the Cramer-Rao lower bound.



The Cramer-Rao lower bound is the inverse of the information matrix,
which is the expected value of the negative of the matrix of second
partial derivatives of the log-likelihood with respect to the parameters
being estimated:

where q is the vector of parameters to be estimated. In the CNLR model
q would consist of b and s2. This calculation yields the formula for the
information matrix, the inverse of which is the variance-covariance
matrix of qMLE; an estimate of this produces the estimated variance-
covariance matrix.

There are three different ways of estimating the information matrix.
First, the information matrix itself can be evaluated at the MLE. This
involves finding the formula for the expected value of the negative of
the Hessian (the matrix of second derivatives) of the log-likelihood
function, something that may be computationally difficult. Second, the
negative of the Hessian of the log-likelihood could be used. This avoids
having to find expected values, but still requires taking second
derivatives. Third, the outer product of the gradient (OPG) could be
used, exploiting a theoretical result that the expected value of the OPG
is equal to the information matrix. Let g be the gradient (first derivative
vector) of the component of the log-likelihood corresponding to a single
observation. The OPG estimate of the information matrix is the sum
over all observations of gg'. For an exposition of why this result holds,
see Darnell (1994, pp. 254-5). This is computationally attractive
because it requires only taking first derivatives. Unfortunately, studies
such as Davidson and MacKinnon (1983) have shown that it is not
reliable.

Notes

The presence of an additive constant has no impact on variance; when
the mean is subtracted out before squaring, additive constants are
eliminated.

Another well-known variance formula: the variance of , the sample
proportion of successes, say, in N random observations from a

population with a true fraction p of successes, is  Note

that the number of successes is N . Using 3(b) above, ,

yielding .



Knowing that the variance of a chi-square is twice its degrees of
freedom can sometimes be useful.
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Appendix C:
A Primer on Asymptotics

The rationale behind asymptotic distribution theory, and the reasons for
econometricians' interest in it, are presented in chapter 2. The purpose
of this appendix is to provide an overview of the technical details of
asymptotics. Readers are warned that to keep this presentation
readable, many not-quite-correct statements appear; for those interested
in mastering the details, several recent advanced textbooks have good
presentations, for example Greene (1997, pp. 115-29, 270-99) and
Judge et al. (1985, ch. 5). A good advanced reference is Greenberg and
Webster (1983, ch. 1). White (1984) is very advanced, Kmenta (1986,
pp. 163-72) and Darnell (1994, pp. 45-9, 290-3, 217-22) have good
expositions at the beginner level.

Asymptotic distribution theory is concerned with what happens to a

statistic, say  as the sample size T becomes very large. To emphasize

the role of the sample size,  is sometimes written as . In particular,
interest focuses on two things:

(a) Does the distribution of  collapse on a particular value (i.e.,
become heavily concentrated in the neighborhood of that value) as the
sample size becomes very large? This leads to the large-sample concept
of consistency.

(b) Does the distribution of  approximate a known form (e.g., the
normal distribution) as the sample size becomes very large? This allows
the development of large-sample hypothesis testing procedures.

To address these questions, two concepts of convergence are employed.
Convergence in probability is used for (a) above, and convergence in
distribution is used for (b).

1 Convergence in Probability



Suppose that as the sample size becomes very large the distribution of

 collapses on the value k. Then  is said to converge in probability

to k, or has probability limit k, written as plim. =k. If k equals b, the

number that  is estimating,  is said to be consistent; k - b is called the

asymptotic bias of  as an estimator of b.

A popular means of showing consistency is to show that the bias and the

variance of  both approach zero as the sample size becomes very
large. This is called convergence in quadratic mean or convergence in
mean square; it is a sufficient condition for convergence in probability.
Consider, for example, the sample mean statistic from a sample drawn
randomly from a distribution with mean m and variance s2. Because the
sample
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mean is unbiased in small samples, it has zero bias also in large samples,
and because its variance is s2/T, its variance approaches zero as the
sample size becomes very large. Thus the sample mean converges in
quadratic mean and therefore is a consistent estimator of m.

A major reason for using asymptotic distribution theory is that the
algebra associated with finding (small-sample) expected values can
become formidable whenever nonlinearities are involved. In particular,

the expected value of a nonlinear function of  say, is not equal to the

nonlinear function of the expected value of  Why this happens is
explained in the technical notes to section 2.8. This problem disappears
when using asymptotics, however, because the plim of a nonlinear

(continuous) function of  is the nonlinear function of the plim of  This
is referred to as Slutsky's theorem; the reason for this is also explained
in the technical notes to section 2.8. As an example, suppose you have
an unbiased estimator p* of the multiplier p = 1/(1 - b) but you wish to
estimate b. Now b = 1 - p-1 so it is natural to suggest using 1 - (p*)-1 to
estimate b. Since this is a nonlinear function of the unbiased estimate p*
it will be biased, but, thanks to Slutsky's theorem, asymptotically
unbiased.



Consider now the task of showing the consistency of the OLS estimator
in the CLR model y = Xb + e. Since bOLS can be written as b +
(X'X)-1X'e we have plim bOLS = b + plim(X'X)-1X'e. It is instructive to
spell out fully the logic of the remainder of the argument.

(a) (X'X)-1X'e is multiplied and divided by T, producing
(X'X/T)-1(X'e/T).

(b) Slutsky's theorem is used to break the plim into two halves, namely

and then is used again to bring the first plim inside the inverse sign,
producing

(c) It should now be evident why the Ts were inserted. X'X is a matrix
consisting of sums, with each extra observation adding something to
each of these sums. As T becomes very large some of these sums will
undoubtedly become infinite. (All the diagonal elements are sums of
squares; if there is an intercept, the upper left corner of this matrix is
equal to T.) Consequently it would not make much sense to find
plim(X'X). In contrast, by examining plim(X'X/T) we are in effect
looking at the average values of the elements of the X'X matrix, and
these are finite under a fairly broad set of assumptions as the sample
size becomes very large.

(d) To proceed further it is necessary to make some assumption about
how extra observations on the independent variables are obtained as the
sample size grows. The standard assumption made is that these extra
observations are such that plim(X'X/T) is equal to a finite, invertible
matrix Q. Loosely speaking, Q can be thought of as the expected value
of the X'X matrix for a sample of size one. Theoretical results are often
expressed in terms of Q; it must be remembered that, operationally, Q
will be estimated by X'X/T.

(e) We now have that plim bOLS = b + Q-1plim(X'e/T). It is tempting at
this stage to use Slutsky's theorem once again to break plim(X'e) into
plimX'plime. This would not make sense, however. Both X and e have
dimension T, so as the sample size grows X becomes a bigger and bigger
matrix and e a longer and longer vector.
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(f) What does a typical element of X'e/T look like? Suppose the ith
explanatory variable is w. Then the ith element of X'e/T is Swtet/T. In
the CLR model the w are fixed in repeated samples, and the expected
value of e is zero, so the expected value of Swtet/T is zero. What about

the variance of Swtet/T? It is equal to , which
approaches zero as the sample size becomes very large (since the term

 is finite, approaching the ith diagonal element of Q). Thus
because the expected value and variance both approach zero as the
sample size becomes very large (i.e., convergence in quadratic mean)
the plim of X'e/T is the zero vector, and thus plim bOLS = bbOLS is
consistent in the CLR model.

(g) A more straightforward way of obtaining convergence in quadratic
mean for this case, and thus consistency, is to note that because bOLS is
unbiased in small samples it is also unbiased in large samples, and that
the variance of bOLS can be written as s2(X'X)-1 = (s2/T)(X'X/T)-1
which approaches zero as the sample size becomes very large.

(h) The observant reader will have noticed that the assumption that
plim(X'X/T) equals a finite invertible matrix rules out a very common
case, namely a regressor following a growth trend. If the regressor
values grow as the sample size grows, plim(X'X/T) will become infinite.
Fortunately, this does not cause insurmountable problems, mainly
because if this becomes infinite its inverse becomes zero. Look again at
the argument in (g) above. The key is that (s2/T)(X'X/T)-1 converges to
zero as the sample size becomes very large; this comes about because
(s2/T) approaches zero while (X'X/T)-1 is assumed to approach a finite
value. In the case of a trending regressor this latter term also approaches
zero, aiding the convergence of (s2/T)(X'X/T)-1 to zero.

(i) A key element in (f) above is that the expected value of Swtet/T is
zero. If w is stochastic, rather than fixed in repeated samples, this will
happen if w is contemporaneously independent of the error term. This
reveals why it is only contemporaneous dependence between a
regressor and the error term that leads to asymptotic bias.

2 Convergence in Distribution



Suppose that as the sample size becomes very large the distribution T of

 becomes virtually identical to a specific distribution . Then  is said
to converge in distribution to (sometimes expressed as converging in
distribution to a variable whose distribution is ). The distribution is

called the limiting distribution of ; the intention is to use this limiting
distribution as an approximation for the unknown (or intractable) small-

sample distribution of . Two difficulties are apparent.

First, we saw earlier that in most applications the distribution of 
collapses to a spike, so it doesn't make sense to use it to approximate

the small-sample distribution of . This difficulty is overcome by

transforming/normalizing  to prevent its distribution from collapsing.
The most common way of accomplishing this is to focus attention on the

distribution of . For the example of bOLS in the CLR
model, it is easy to see that as the sample size becomes very large the

mean of  is zero and its variance is s2Q-1.

Second, how are we going to know what form (e.g., normal distribution)

the distribution of  takes as the sample size becomes very
large? This problem is solved by appealing to a central limit theorem.
Central limit theorems in effect say that the sam-
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ple mean statistic is distributed normally when the sample size becomes

very large, i.e., that the limiting distribution of  is a normal

distribution if  is a sample average. It is remarkable that so many
statistics can be shown to be functions of a sample mean statistic,
allowing a central limit theorem to be exploited to derive limiting
distributions of known form.

To illustrate this consider once again bOLS in the CLR model. If the

errors were distributed normally, bOLS would be normally distributed
with mean b and variance s2(X'X)-1. If the errors are not distributed
normally, the distribution of bOLS is difficult to describe and to utilize
for hypothesis testing. Instead of trying to derive the exact distribution



of bOLS in this circumstance, what is usually done is to approximate
this exact distribution with what is called the asymptotic distribution of
bOLS.

3 Asymptotic Distributions

The first step in finding this asymptotic distribution is to find the limiting

distribution of . Look first at ,

which can be rewritten as . Following our earlier discussion,
suppose the ith explanatory variable is w. Then the ith element of

. Notice that Swtet/T is a sample average of the
wtets, and that the common mean of the wtets is zero. Consequently a
central limit theorem can be applied to show that the limiting

distribution of  is normal with mean zero. The variance can
be derived as s2Q.

We can now apply a very useful theorem concerning the interaction
between plims and limiting distributions: if one variable has a plim and
another variable has a limiting distribution, then when dealing with their
product the first variable can be treated as a constant in so far as the
limiting distribution of that product is concerned. Thus, for example,
suppose plimaT = a and the limiting distribution of bT is normal with
mean am and variance s2. Then the limiting distribution of aTbT is

normal with mean am and variance a2s2. To be even more specific,

suppose has limiting distribution N(0, s2), and plim s2 = s2;

then the limiting distribution of 

We wish to use this theorem to find the limiting distribution of

. Since plim(X'X/T)-1 = Q-1 and the

limiting distribution of is N(0, s2Q), the limiting distribution of

 is N(0,Q-1s2QQ-1) = N(0, s2Q-1).

It is customary, although not technically correct, to use the expression
''the asymptotic distribution of bOLS is N(b, (s2/T)Q-1)" to refer to this
result. This distribution is used as an approximation to the unknown (or
intractable) small-sample distribution of bOLS; in this example, bOLS is
said to be asymptotically normally distributed with mean b and
asymptotic variance (s2/T)Q-1. On the assumption that the sample size



is large enough for this distribution to be a good approximation (it is
remarkable that such approximations are typically quite accurate for
samples of modest size), hypothesis testing proceeds in the usual
fashion, in spite of the errors not being normally distributed. Since Q is
estimated by X'X/T, operationally the variance (s2/T)Q-1 is estimated by
the familiar s2(X'X)-1.

Joint hypotheses are tested via the usual F(J, T - K) statistic, or, in its
asymptotic incarnation, J times this F statistic, which is distributed
asymptotically as c(J). This is justified by appealing to another
extremely useful theorem: if a statistic converages in distribution to x,
then a continuous function g of that statistic converages in distribution
to
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g(x). For example, if the limiting distribution of q* is N(0, 1), then the
limiting distribution of (q*)2 is c(1).

Another way of dealing with nonlinearities is to appeal to the result that

if a statistic  is distributed asymptotically normally then a continuous
function g of that statistic is distributed asymptotically normally with

mean  and variance equal to the variance of  times the square

of the first derivative of g with respect to , as described in appendix A
and the technical notes to chapter 2.

Notes

The terminology  is used to express convergence in probability, so

aT a means that aT converges in probability to a. The terminology

 is used to express convergence in distribution, so 
means that the limiting distribution of aT is the distribution of x. If the
distribution of x is known to be N(0, 1), for example, this is often

written as .

A formal definition of consistency is as follows: an estimator  of b is

consistent if the probability that  differs in absolute value from b by
less than some preassigned positive number d (however small) can be



made as close to one as desired by choosing a suitably large sample size.
This is usually written as

where d is any arbitrarily small positive number.

The discussion above has on occasion referred to the plim as the
asymptotic expectation. Unfortunately, there is some confusion in the
literature concerning this: some people define the asymptotic
expectation to be the plim, but most define it to be the limit of the
expected value, which is not the same thing. Although in virtually all
practical applications the two are identical, which explains why most
people treat them as being equivalent, it is possible to find cases in
which they differ. It is instructive to look at some examples.

(1) Suppose prob  and prob where T is
the sample size. The plim is b, but the asymptotic expectation is b +
1.

(2) Suppose we have a sample on x of size T and estimate the
population mean m by m* = x1/2 + Sxi/2(T - 1) where the
summation runs from 2 to T. The asymptotic expectation is m, but
the plim is x1/2 + m/2.

(3) Consider the inverse of the sample mean statistic as an estimate
of a nonzero population mean m. Its plim is m-1, but its asymptotic
expectation does not exist (because of the possibility that the sample
mean is zero).

The plim and the asymptotic expectation will be the same whenever
they both exist and the variance goes to zero as the sample size goes
to infinity.

The above examples illustrate why convergence in quadratic mean is
not a necessary condition for consistency.

A stronger form of convergence in probability, called almost sure
convergence, is sometimes encountered. The former allows some erratic
behavior in the converging sequence, whereas the latter does not.



The order of a statistic is sometimes encountered when dealing with
asymptotics. A statistic q* is said to be at most of order Tk if plim q*/Tk
is a nonzero constant. For
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example, since X'X/T converges to Q, X'X is at most of order T. The big
O notation, X'X = O(T) is used to denote this. The little o notation q =
o(Tk) means the statistic q is of smaller order than Tk, implying that
plim q/Tk = 0. Typically, for coefficient estimators that are biased, but

consistent, the order of their bias is  meaning that this bias
disappears at a rate proportional to the square root of the sample size:

plim  (bias) is a constant. For the OLS estimator of the cointegrating
vector, discussed in chapter 17, the bias disappears at a rate
proportional to T, explaining why this estimator is called

"superconsistent." In this example, the usual transformation 

suggested earlier is inappropriate; the transformation  must be
used for this case.

Note that although strictly speaking the limiting/asymptotic distribution
of bOLS is a degenerate spike at b, many econometricians speak of the

asymptotic distribution of bOLS as normal with mean b and asymptotic
variance (s2/T)Q-1. This should be interpreted as meaning that the

limiting distribution of  is normal with mean zero and
variance s2Q-1.

Continuing to speak loosely, an estimator's asymptotic variance cannot
be calculated by taking the limit of that estimator's variance as the
sample size becomes very large, because usually that limit is zero. In
practice it is common for it to be calculated as

There exist several central limit theorems, which are applicable in
differing circumstances. Their general flavor is captured by the
following: if x is the average of T random drawings from probability
distributions with common finite mean m and (differing) finite



variances, then the limiting distribution of  is normal with
mean zero and variance the limit of the average of the variances.

A consistent estimator is said to be asymptotically efficient if its
asymptotic variance is smaller than the asymptotic variance of any
other consistent estimator. Sometimes this refers only to estimators that
are distributed asymptotically normally. The maximum likelihood
estimator, whose asymptotic variance is given by the Cramer-Rao lower
bound, is asymptotically efficient, and therefore is used as a benchmark
in this regard.
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Appendix D:
Exercises

This appendix contains exercises on a variety of topics. Several points
should be noted.

(1) Why is a set of exercises included in this book? Problem sets found
in textbooks range widely in quality and level. Since this book is
designed to supplement econometrics texts, it seemed appropriate to
include a set of problems offering instructors an alternative.

(2) What I have provided may not be suitable for all students and
instructors. For the most part these problems focus on an understanding
of the material, rather than on numerical calculation or mathematical
manipulation; in this respect they reflect the flavor of the book. The
questions are designed for students at intermediate levels of study -
beyond the rank beginner and below the advanced graduate student. In
my experience, students (at whatever level) who understand what is
going on find these questions easy, whereas students who do not, find
them difficult. In particular, students who do not understand the
material very well have difficulty in figuring out what the questions are
asking and why. Instructors should use judgement in selecting problems
suitable for their students. Asterisked problems require more difficult
algebraic manipulations. Answers to the even-numbered questions
appear in appendix E.


