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I. INTRODUCTION 

 
 Early enforcement actions in privacy and data security almost invariably 
focused on breaches of large stores of sensitive information – such as social security 
and credit card numbers – that were used for identity theft, causingtangible 
monetary harm for many consumers.1  More recently, however, the focus has shifted 
to the online collection of personal information such as browsing habits, location, 
and other identifying information, which is often used to target advertisements.   
Recent Federal Trade Commission (FTC) reports on privacy, for example, have 
highlighted the non-monetary harms associated with unwanted surveillance of 
online activities.2 Of course, any movement from the realm of monetary to non-
monetary harm, necessarily injects a level of subjectivity into the discussion.  
Consumers almost surely do not suffer dignity harms associated with online 
surveillance equally; a college student accustomed to tweeting about his weekend 
exploits – and posting proof on his Face Book page – will suffer a different level of 
dignity harm from the exposure of this information than would a 44 year old 
research professor.Further, variance in the distribution of non-monetary harms is 
likely to differ according to the type of data involved in the accident.  For example, 
there may be broad agreement – which translates into a tight distribution of non-
monetary harms – about the disclosure or collection of sensitive health information 
(e.g., mental health or HIV status).   On the other hand, the distribution of non-
monetary harms associated with collection of information about Netflix queues, 
political preferences, or shopping habits is likely to be quite broad. 
 

Currently, the FTCaddresses privacy and data security issues (collectively 
“privacy”) by measuring firms’ actions against a reasonableness standard.3Harm 
factors into reasonableness assessments – the more harm consumers are likely to 
suffer, the greater the care potential injurers should take.  When consumers’ 
sensitivity to privacy harm is heterogeneous – as it is in the case of non-monetary 
harms – a single reasonableness standard will leave some consumers wanting more 
care, and some wanting less.  When the victim and injurer are in a preexisting 
relationship, however, they can improve on this outcome through ex ante 
contracting.  Unlike the typical accident model, privacy harms often are not between 
strangers; rather, they are typically between two parties who enjoy some type of 
commercial relationship. Indeed, in the online environment, which is the primary 
focus of this paper, the data involved in the accident typically are collected as a 
result of consumers accessing content or utilizing an online platform.  
 

This paper shows that when non-monetary harm is measured with error, 
strict liability outperforms an ex post reasonableness standard, and it is at least 

                                                        
1See, e.g.; In re DSW, Inc.; In re Choicepoint. 
2 See, e.g., Mobile Privacy Report at 2-3; Privacy Report at 8.  
3 It does either directly under its “unfairness” authority, or indirectly under its “deception” authority 
if it is investigating a promise to take “reasonable” security measures.  
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equivalent (and likely superior) to an ex ante regulatory standard.  Strict liability 
harnesses firms’ private information about direct an indirect costs, and allows for 
contracting between firms and consumers that can improve care and activity levels.  
It does this because with heterogeneous sensitivity to non-monetary privacy harms, 
consumers above and below the average consumer type suffer either too much or 
too little care.  These mismatches in care act as penalties for consumers who do not 
identify their types, and hence create incentives for contracting.  Making firms liable 
for only monetary harms increases the size of the penalty for almost all consumers, 
strengthening incentives to bargain, and concomitantly increasing welfare.  
Increasing the penalty default is especially useful in markets where consumers do 
not pay a price – which is likely to describe much of the online world that gives rise 
to many of the privacy concerns that read about on a daily basis.4 

 
The policy implications from the model are stark.  By defining 

reasonableness itself, the FTC is squandering private information on harm and costs 
that resides in the hands of consumers and firms. The FTC should stop trying to 
determine what is reasonable, and instead try to facilitate private contracts that use 
this information to tailor more optimal levels of care.  It can accomplish this by 
moving away from an ex post regime based on reasonableness, and instead making 
firms pay for the cognizable privacy harm they cause and enforcing contracts that 
define the scope of this liability.  Importantly, cognizable privacy harm need not be 
limited to monetary harm.  Instead, it should also include dignity harms associated 
with revelation of sensitive information for which the variance of non-monetary 
harm is likely to be small.  For example, there is likely a consensus that surreptitious 
recording of intimate household activity via rental computers causes harm.5 On the 
other hand, consumers are likely to vary greatly in the harm they suffer from 
making public information such as photos that have the potential to reveal 
“potentially embarrassing or political images to third parties.”6 

 
This paper proceeds as follows.  Section II lays out the basic tort model used 

through out the paper.  Section III compares care and activity levels under a 
reasonableness standard and strict liability.  Section IV explores how private 
contracting under strict liability can improve care and activity levels.  Section V 
discusses some implications for current FTC enforcement policy, and Section VI 
concludes.  
 
 

II. MODEL 
 

In this paper, I examine privacy accidents, which are defined broadly to occur 
when data is inadvertently disclosed to unauthorized parties.  An accident can take 
the form of a data breach, in the case of data already collected, or unauthorized 

                                                        
4 See, e.g., the “What They Know” series published in the Wall Street Journal.   
5SeeDesignerware.  
6See Facebook Compl. at par. 26.   
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collection or transmission of personal information.   As in the standard economic 
model of torts, I assume that the probability of an accident can be written as P(x), 
where x is the level of care taken by the injurer.  The injurer in this stylized model 
is any online provider of content that collects personal information, such as a news 
page or a search engine, an online retailer, or an online platform, such as a social 
network site or a free email account (collectively “publishers” hereinafter). I 
assume thatP declines as more care is taken and is convex (𝑃𝑥 < 0; 𝑃𝑥𝑥 > 0).   

 
Content providers incur direct marginal costs of care (δ) that include the 

costs of precautions like protective software patches and adopting other security 
technology, hiring personnel such as chief privacy officers, or the costs of gaining 
consent for data collection and transmission.  It can also include reduced revenues 
from less effective targeting.7There are also indirect marginal costs (α) associated 
with retarding information flows; regulation that makes collecting and transmitting 
data more difficult will tend to degrade the quality of information products.  For 
example, behavioral tracking makes it more likely that a displayed advertisement 
matches consumer preferences, which benefits both consumers and content 
providers – higher levels of monetization are likely to lead to higher quality 
content.8Geographical tracking also can increase the value of mobile applications 
and search engines.  Making it easier to share personal details can richen the social 
network experience.  Further, personal information increases the ease with which 
consumers can use certain online applications (e.g., instant log in to online 
shopping, news, or bank sites).  Thus, total marginal cost per unit of care, x, is α+δ.  

 
A privacy accident causes consumers to suffer both monetary and non-

monetary harm, H.  Consumers suffer monetary harm identically, but their 
sensitivity to non-monetary harm varies across the population according to the 

parameter θ∈  𝜃, 𝜃 , so that 𝐻 𝜃  > 𝐻 𝜃 > 0.  That is, all consumers suffer the 

same baseline level of monetary harm from a privacy accident, but high 
θconsumers suffer more total harm because they have greater sensitivity to having 
their private information revealed. I assume that a consumer’s specific type is 
private information, but that regulators and firms know the distribution of non-
monetary harm, f(θ).  

 
Given the assumptions laid out above, the problem from society’s standpoint 

is to minimize expected total accident and care costs: 
 

𝐸𝑇𝐶 =    𝛼 + 𝛿 𝑥(𝜃) + 𝑃(𝑥) ∙ 𝐻 𝜃  𝑓 𝜃 𝑑𝜃
𝜃

𝜃
.     (1) 

                                                        
7SeeAvi Goldfarb & Catherine E. Tucker, Privacy Regulation and Online Advertising, 57 MGMT SCI. 57 , 

68 (2011); see also Thomas M. Lenard & Paul H. Rubin, The FTC and Privacy: We Don’t Need No 

Stinking Data!, ANTITRUST SOURCE, October 2012, available 

athttp://www.americanbar.org/content/dam/aba/publishing/antitrust_source/oct12_lenard_10_22f.authchec

kdam.pdf. 
8See, e.g., HOWARD BEALES, THE VALUE OF BEHAVIORAL TARGETING 1-2 (2010), available 

athttp://www.networkadvertising.org/pdfs/Beales_NAI_Study.pdf. 

http://www.americanbar.org/content/dam/aba/publishing/antitrust_source/oct12_lenard_10_22f.authcheckdam.pdf
http://www.americanbar.org/content/dam/aba/publishing/antitrust_source/oct12_lenard_10_22f.authcheckdam.pdf
http://www.networkadvertising.org/pdfs/Beales_NAI_Study.pdf
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In the first-best world, publishers tailor optimal care rules, x*, for each consumer 
type.  The familiar first order condition that equates marginal benefit to marginal 
costs of care applies for each θ: 
 

−𝑃𝑥 𝑥∗ 𝜃  =
𝛼+𝛿

𝐻(𝜃)
.     (2) 

   
It is easily shown that optimal levels of care increase with θand decreases with costs 
of care.9 
 

Activity levels clearly matter in the level of privacy harms.  Even when firms 
take care, every web site visited, every tweet, every online banking transaction, and 
every Facebook posting comes with a certain risk of privacy harm.  At the same 
time, consumers clearly derive benefits from these activities.  More concretely, I 
assume that consumers derive utility, U(z), from consuming z units of an online 
activity.  As is standard, I assume that U(z) is increasing in z, and exhibits 
diminishing marginal returns (U’(z)> 0; U’’(z) < 0).  

 
From society’s standpoint, net benefits for a consumer of type θ be written 

as:  
 

U(z) –z[ x(α+δ)+L(x)],    (3) 
 
whereL(x) =P(x)H(θ).  Note that there is no marginal cost of production.  This 
assumption mimics the reality of the consumer-facing information content/services 
industry, where provider incurs a fixed cost to supply online content, or a platform 
for sharing content, and charges a price of $0.  This facet of the model captures the 
notion that data are currency in the online world; the only “price” that consumers 
pay at the margin is related to privacy accidents – costs of care and expected losses. 
Optimality requires: 

 
𝑈𝑧 =   𝑥∗ 𝜃  𝛼 + 𝛿 + 𝐿 𝑥∗; 𝜃  ,   ∀𝜃.                        (4) 

 
 
From (4) we can derive a demand curve for online content as a function of expected 
harm, z*(θ;δ,α,L(x*)), which is convex as long as expected harm falls (from increased 
care as θ increases) more quickly than the rate of increase in privacy harm 
sensitivity.10x*(θ) and z*(θ) are shown in Figures 1 and 2.  The heights of the 
distributions underlying these graphs illustrate the mass of consumers of each type.  

                                                        
9
𝜕𝑥∗

𝜕𝜃
=

−𝑃𝑥𝐻𝜃

𝑃𝑥𝑥 𝐻
> 0;  

𝜕𝑥∗

𝜕𝛼
=

𝜕𝑥∗

𝜕𝛿

−1

𝑃𝑥𝑥 𝐻
< 0. 

10 Differentiating the first order condition for activity level maximization with respect to θ, yields: 
𝜕𝑧

𝜕𝜃
=

𝑃𝐻𝜃

𝑈𝑧𝑧
< 0.  

𝜕2𝑧

𝜕𝜃2 =
𝜕𝑥∗

𝜕𝜃
𝑃𝑥𝐻𝜃  +𝑃𝐻𝜃𝜃

𝑈𝑧𝑧
> 0.   
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The more dispersed the distribution of θ, the greater the variation in optimal levels 
of care and consumption.  

 
 

III. CARE AND ACTIVITY LEVELS UNDER REASONABLENESS REGULATION 
AND STRICT LIABILITY 

 
Below, I consider two alternatives regulatory regimes.  In the first one, the 

regulator applies a reasonableness standard to observed behavior.  Because the 
harm is private information, the regulator will estimate the legal standard (which is 
a function of harm) with unbiased error.  From the publisher’s standpoint, the legal 
standard is uncertain. I examine this regime, because it closely approximates the 
FTC’s (and state counterpart) standard under Section 5 of the FTC Act.11 The FTC 
utilizes a reasonableness standard both for unfairness cases and deception cases 
that involve promises to take “reasonable care.”  Thus, a large part of the FTC’s 
enforcement in the privacy domain revolves around assessing a provider’s level of 
care against reasonableness after an accident has occurred.  Further, from a 
publisher’s perspective, there is likely a large degree of uncertainty surrounding the  
legal standard.  There are no judicial – or even Commission – decisions elucidating 
what constitutes reasonable care or what factors should be germane to such an 
inquiry. Instead, firms are left to divine what is required to avoid liability under the 
FTC Act from complaints, analyses to aid public comments, speeches, testimony, and 
reports.  What’s more, the FTC does not publicize factors that are determinative 
when it decides not to pursue a case.  As such, firms are left to observe only conduct 
that the FTC deems unreasonable and are left to guess where the line between 
negligent and acceptable precautions is to be found.   
 

Next, I consider a strict liability standard as an alternative to anex 
postreasonableness standard.  Under strict liability, publishers are free to adopt any 
level of care they choose, but are liable for the damages they cause.12I consider care 
and activity levels under each rule.  
 

A. Care Levels 
 
 

In this section, I briefly show some standard results in the context of a 
privacy regulatory regime.  To preview, if a regulator sets the legal standard of care 
with unbiased error, publishers to take suboptimal care.When publishers set care 

                                                        
11 The FTC does this directly, when assessing whether conduct is “unfair,” and indirectly when 
assessing whether a firm has kept a promise to provide “reasonable” care.  
12 I assume that payments are made to the state rather than directly to consumer.  Because the model 
does not consider consumer care, this assumption has no bearing on care levels.  When consumers 
are fully insured for harm, the price they pay does not vary by type, leading demand to be inelastic at 
the indirect cost of care. The bargaining that takes place in a strict liability regime with payments to 
consumers will be less efficient when prices are available, but potentially more efficient if prices are 
unavailable.   
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levels, even if regulators measure harm with unbiased error, care will be the same 
as if the regulator had set an unbiased ex ante standard.  

 
i. Reasonableness Standard 

 
Suppose the regulator sets a legal standard of care equal to x* (from 2), but 

because θ is private information, she sets the legal standard with error:    xR = x*+ε, 
where ε is an error term with zero mean.13Accordingly, there is some probability of 
liability even when publishers take x*, and some probability of escaping liability 
when x<x*. Following Kostad et al., the probability of the chosen level of care the 
firm choses ex ante, 𝑥 , will be too low to avoid liability can be written asℓ 𝑥  , with 
ℓ𝑥 < 0.14 
 

The publisher’s objective function becomes: 
 

  𝐸𝑇𝐶 =  [𝑥(𝛿 + 𝛼) + ℓ 𝑥 𝑃 𝑥 𝐷(𝜃)
𝜃

𝜃
]𝑑𝜃,    (5) 

 
and the publisher will choose𝑥  to satisfy the following first order condition: 

 

 (𝛿 + 𝛼) + 𝐷(𝜃 ) 𝑃𝑥ℓ 𝑥  − 𝑓 𝑥  𝑃(𝑥 )  = 0.  (6) 
 

Because the consumer’s type is unknown ex ante, the firm will base optimal care on 
average harm.  It is unclear theoretically if 𝑥 ⋚ 𝑥∗, but as long as regulators are not 

too inaccurate in their assessments of x*, and marginal costs of care are not too 
large, the ex ante regulatory regime will result in too much care.15  This is because 
that even with symmetric errors, the discontinuity in total costs at the regulator’s 
chosen care standard in a given case (xR+ε) – dropping from [ 𝛼 + 𝛿 𝑥 + 𝑃 𝑥 𝐻 𝜃 ] 
to  𝛼 + 𝛿 𝑥 at x ≥ xR+ε – leads a publisher to hedge toward taking more care than is 
optimal.  
 

Any tendency toward too much care is obviously exacerbated if the 
regulator’s errors are biased in an upward direction. Regulators will take too much 

                                                        
13 This could be thought of as error in assigning the standard of care, x*, or error in interpreting the 
evidence.  Either interpretation leads to a liability being stochastic in x.  
14 More precisely,  ℓ 𝑥  =  𝑓 𝑥 𝑑(𝑥)

+∞

𝑥 
, where if the regulator arrives at unbiased estimates of x*:  

 𝑥𝑓 𝑥 𝑑(𝑥)
+∞

−∞
= 𝑥∗. This is a standard way to model regulator uncertainty.  See Kostad et al., Ex Post 

Liability vs. Ex Ante Safety Regulation:  Substitutes or Complements, 80 AM. ECON. REV. 888, 894-95 
(1990). 
15 Kostad et al. show that because ETC is convex in x, if (9) evaluated at 𝑥∗(𝜃)   is negative, then 𝑥  is 
greater than x.*   Substituting  x*and rearranging (9)  results in the following inequality: 

𝛿 + 𝛼 < 1

1−ℓ 𝑥∗ 
𝑓 𝑥∗ 𝑃 𝑥∗ 𝐷(𝜃 ).  Accordingly, a large mass around x* and relatively low marginal costs 

of care tend to cause firms to take more care than is optimal for each consumer type. Because f(x*) is 
a negative function of the variance of the distribution of the regulator’s estimated standard, 
moreover, regulator accuracy will lead to more care. 



Preliminary Draft  Do not cite without permission 

 8 

care if: 𝛿 + 𝛼 < 1

1−ℓ 𝑥∗ 
𝑓 𝑥∗ 𝑃 𝑥∗ 𝐷(𝜃 ).  As long as 𝑓 𝑥  is unbiased (i.e., f(x*) = .5), 

1

1−ℓ 𝑥∗ 
 = 2.  If regulators are biased toward finding liability however, this expression 

grows as the distribution of the regulator’s estimate of x* shifts to the right.  A 
higher ℓ 𝑥∗  increases the likelihood of this inequality holding. 
 

In the context of FTC enforcement, there is reason to believe that this is the 
case.  Public documents, for example, suggest that its reasonableness assessments 
do not consider indirect costs of data flow retardation, and instead focusing only on 
directcosts of precaution, such as those associated with employing firewalls, using 
encryption, implementing security patches, or monitoring network traffic.16Because 
optimal care is a decreasing function of marginal costs of care, this omission would 
cause the FTC systematically to apply too high a standard of care when making 
reasonableness determinations.  

 
ii. Strict Liability 

 
Under a strict liability standard, publishers pay for both monetary and non-

monetary harms they cause.  I maintain the assumption that the regulator measures 
harm withunbiased error.Accordingly, from the publisher’s stand point, expected 
total costs are: 

 

𝐸𝑇𝐶 =  𝐸  𝑥 𝛼 + 𝛿 +  𝑃 𝑥 𝐻(𝜃 + 휀
𝜃

𝜃

)𝑓 𝜃 𝑑𝜃  

=  𝑥 𝛼 + 𝛿 + 𝑃 𝑥 𝐻(𝜃 ),  (7) 
 

where 𝐻 is the average level of harm, and 𝜃  is the average sensitivity to non-

monetary harm.  Minimizing (7) results in 𝑥𝑆𝐿 , which satisfies:   −𝑃𝑥 =
 𝛼+𝛿 

 𝐻(𝜃 ) 
. 

 
It is worth noting is that the strict liability level of care is the same ex 

antestandard that a regulator with imperfect, but unbiased, information about 𝜃 
would set.  This standard, however, is accomplished using publishers’ private 
information about 𝛼 and 𝛿, which are likely superior to the regulator’s information.  
As discussed above, for example, it seems doubtful that regulators currently take 
indirect costs of care into account, and even if they attempted to do so, their 
estimates would be imprecise.  What’s more strictly liability conserves 
administrative costs.  Accordingly, strict liability not only outperforms an ex post 

                                                        
16When a practice is declared “unreasonable,” the costs associated with it include direct costs like 
software patches or monitoring, but never the costs associated with reduced data flows.  See, e.g., FTC 
v. Wyndham, Compl. at ¶24, Case No. 2:12-cv-01365-SPL (D. Az. June 26, 2012).   Further, if the FTC 
were to suffer from hindsight bias when making negligence determinations, it may be more apt to 
find actions were unreasonable after knowing that a privacy accident occurred.  See James C. Cooper 
& William E. Kovacic, Behavioral Economics:  Implications for Regulatory Behavior, 41 J. REG. ECON 41 
(2012).  
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reasonableness standard, it is likely superior to an ex ante regulatory standard in 
terms of accuracy and costs.  
 

Figure3 shows how the two standards considered arrive at different activity 
levels. The function 𝑥∗(𝜃) maps out optimal care levels for various privacy 

sensitivities.  At 𝜃 , optimal care is 𝑥 (𝜃 ), which is the standard publishers choose for 

all consumers under a strict liability standard𝑥𝑆𝐿(𝜃 ).  Consumers with 𝜃 > 𝜃  get too 

little care, and those with 𝜃 < 𝜃  get too much.  The extent of these losses depends on 

the mass of consumers around 𝜃 ; high variance distributions suffer more than low 
variance distributions.  The function 𝑥 (𝜃) shows the care level taken by a firm under 
a regulatory negligence standard that elicits too much care at all levels of 𝜃.  Because 
publishers, like the regulator, cannot identify specific types, it provides care based 

on average sensitivity to privacy harms, 𝑥 (𝜃 ), to all consumers.  Because𝑥  is optimal 
only for consumers at 𝜃 , those with 𝜃 > 𝜃  get too little care, and those with 𝜃 < 𝜃  

get too much.  More consumers suffer from too much care as 𝜃 > 𝜃 .   
 

B. Activity Levels 
 
When victims and injurers have a pre-accident commercial relationship, 

optimal activity and care levels typically can be accomplished by appropriately 
pricing residual risk and precaution costs.  In the standard model of products 
liability, for example, consumers bear the costs of care and expected liability 
regardless of where liability is assigned.  This is possible because it is assumed that 
firms will build costs of precaution and expected liability into their prices.  Because 
consumers internalize the full cost of accidents and their prevention, they have 
incentives to assure that firms take optimal care levels: purchasers who must bear 
residual expected accident harm pay firms a premium to take optimal care; when 
firms bear residual harm, they attract customers by minimizing total accident and 
avoidance costs.   

 
In online information industry context considered in this paper, however, the 

price of access is often zero (e.g., Google, Face Book, Twitter, and Trip Advisor, 
CNN.com).  Firms provide content or a platform for sharing content, and consumers 
are in complete control of activity levels.  Accordingly, in what follows, I assume that 
consumers correctly can identify the privacy risks they bear, L(x), and the reduced 
quality due to precautions (𝑥𝛼).  No instrument exists, however, to translate a 
publisher’s expected liability for privacy harms or direct costs of care (xδ) into a 
consumer price. This implies that consumers perceive a demand curve for activity, 
𝑧  𝜃 > 𝑧∗(𝜃). 

 
 

i.  Reasonableness Standard 
 

 When a regulator examines behavior after the fact for reasonableness, 
consumers perceive the price of online activity to be:   𝑝 = 𝐿 𝑥 ; 𝜃 + 𝛼𝑥 .  This 
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demand curve is shown in Figure 4.  Because publishers do not vary their care by 𝜃 
– instead taking uniform level of care (𝑥 ) – demand for activity, 𝑧 (𝜃; 𝑥 ) is concave 
and equal to 𝑧  at 𝑧 (𝜃 ), the only level of privacy sensitivity for which care is optimal 
from the consumer’s standpoint.17Consumption falls as one moves away from 𝜃  in 
both directions, because the effective price increases as the gap between optimal 
care and x*(𝜃 ) grows.  In the neighborhood of 𝜃  consumption is too high, as 
consumers receive optimal care, but do not take into account xδ.  Moving away from 
𝜃  in either direction, consumption falls toward optimality, and in the neighborhoods 
of 𝜃′  and 𝜃′′ , activity levels are optimal. Consumers in the ranges  𝜃 − 𝜃′  and 

 𝜃′′ − 𝜃  engage in too little activity.  In this manner, the costs associated with less 

than optimal care substitute for the lack of appreciation of xδ:  at 𝜃′  and 𝜃′′ , 

 𝐿 𝑥 ; 𝜃 + 𝛼𝑥  −  𝐿 𝑥∗; 𝜃 + 𝛼𝑥∗ = 𝑥∗𝛿; and in the ranges  𝜃 − 𝜃′   and  𝜃′′ − 𝜃 , 
 𝐿 𝑥 ; 𝜃 + 𝛼𝑥  −  𝐿 𝑥∗; 𝜃 + 𝛼𝑥∗ > 𝑥∗𝛿.   
 
  

ii. Strict Liability 
 

Under strict liability, consumers perceive the price per unit of activity as: 
𝑝𝑆𝐿 = 𝐿 𝑥𝑆𝐿; 𝜃 + 𝛼𝑥𝑆𝐿  . This demand curve is shown in Figure 5.  As in regulatory 
negligence, because publishers do not vary their care with consumer type,  

𝑧𝑆𝐿(𝜃; 𝑥𝑆𝐿) is concave, and equal to 𝑧  at 𝑧 (𝜃 ).  Again, as in regulatory negligence, 

moving away from𝜃  in either direction, consumption falls toward optimality, and in 
the neighborhoods of 𝜃′  and 𝜃′′ , activity levels are optimal.  Consumers in the 

ranges  𝜃 − 𝜃′   and  𝜃′′ − 𝜃  engage in too little activity.   

 
* * * 

 
As easily seen, each rule results in optimal consumption levels for only a 

small segment of the population.  Because there is no price to transmit publisher 
costs, moreover, each rule leads to above optimal consumption over some range.  
Which rule results in greater welfare depends on the distribution of consumers, 
direct precaution costs, and the difference between 𝑥 (𝜃) and 𝑥∗(𝜃).  For example, in 

low-variance distributions with 𝜃  sufficiently larger than 𝜃 , a reasonableness 
standard can lead more consumers to engage in relatively efficient activity levels 
than strict liability without compensation.  Alternatively, for sufficiently small 𝛿, the 
opposite will be true.   
 

 
IV. CONTRACTING WITH A STRICT LIABILITY DEFAULT 

 
I showed above that a strict liability regime is likely to lead to more optimal 

care than one based onex post reasonableness determinations, even when non-

                                                        
17

𝜕2𝑧 

𝜕𝜃2 =
𝑃(𝑥 (𝜃 ))𝐻𝜃𝜃

𝑈𝑧𝑧
< 0.  
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monetary damages are measured with error under both standards.  Although 
neither regime leads to optimal activity levels – and there is no a priori way to 
determine which rule is superior in this respect – only a strict liability rule can take 
advantage of the fact that consumers and publishers have some sort of commercial 
transaction prior to an accident occurring.  This fact leaves scope for the parties to 
make welfare-enhancing exchanges in the shadow of a strict liability default.  I show 
below that by causing care to be suboptimal for much of the population, strict 
liability can act as a penalty default; both high and low𝜃consumers have incentives 
to reveal themselves, facilitating contracts that eliminate inefficiencies in care in 
activity levels.  When prices are not available, contracting will eliminate only part of 
the inefficiency.  When consumers can pay for more privacy, however, contracting 
can eliminate all inefficiencies.  Holding publishers liable for only monetary harms 
can strengthen the incentive to bargain by increasing the penalty for not revealing 
one’s type.  In this manner, leaving consumers to bear non-monetary harms acts as a 
penalty default that increases contracting, especially when transactions costs are 
considered.  
 
 

A. No Prices 
 
 When the price for access is zero, the only instrument that publishers have to 
“price” risk and costs of care is through the reduction in quality consumers suffer for 

every unit of care publisher take, 𝛼𝑥.  When publishers set care at 𝑥 (𝜃 ), consumers 

with below average sensitivity to privacy (𝜃 < 𝜃 ) get too much care and would be 
willing to trade lower levels of care for higher quality. Because consumers and 
publishers are in a relationship, it is possible that contracting could eliminate these 
inefficiencies in care and activity levels. As noted above, in the traditional products 
liability setting, this type of bargaining occurs via an adjustment in price; those who 
want more privacy pay more, and those who want less receive a discount.  But when 
content remains free, quality of content (𝛼𝑥) is the only instrument publishers and 
consumers have to eliminate inefficiencies.  This instrument, however, is insufficient 
to reach efficient levels of care and consumption.   
 

Consumers with below-average sensitivity to privacy (𝜃 < 𝜃 ) would be 
willing to trade less privacy protection in exchange for quality at x* for their type.  
For this trade to take place, two conditions must be met.  First, for there to be a 
bargaining range, the following must hold:   

 
𝛿 𝑥𝑆𝐿−𝑥∗ −  𝐿 𝑥∗ − 𝐿 𝑥𝑆𝐿  >  𝐿 𝑥∗ − 𝐿 𝑥𝑆𝐿  − 𝛼 𝑥𝑆𝐿−𝑥∗ . (8) 
 

That is, the publisher’s net gain from moving to x* (reduced direct costs minus 
increased liability costs) must be at least as large as the consumer’s loss for the 
same move (increased expected privacy harm offset by an increase in quality) for 
the publisher to be willing to make an offer in the first place.  This condition will 
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always be met because xSLis optimal care only for consumers of type 𝜃 .18Second, the 
gain in quality must be greater than the increase in expected privacy harmwhen 
evaluated at xSL: 

𝛼 >  −𝜕𝐿(𝑥 ;𝜃)

𝜕𝑥
 
𝑥=𝑥𝑆𝐿

. 

 

This condition will not hold for the entire distribution, but there exists some 𝜃 , 

where 𝛼 =  −𝜕𝐿(𝑥 ;𝜃 )

𝜕𝑥
 
𝑥=𝑥𝑆𝐿

.  For consumers with 𝜃 > 𝜃 , there will be no trade, as the 

marginal increase in privacy harm is greater than the marginal increase in quality.  
For consumers of type 𝜃 < 𝜃 , trades of improved quality for can occur.   

 
The same reasoning applies to privacy-sensitive consumers. There is clearly 

a positive bargaining range:  consumers would be willing to pay up to 𝐿 𝑥𝑆𝐿 −
𝐿𝑥∗−𝛼𝑥∗−𝑥𝑆𝐿 for optimal privacy, and publishers will be willing to accept at least 
 𝐿 𝑥𝑆𝐿 − 𝐿 𝑥∗  − 𝛿 𝑥∗−𝑥𝑆𝐿  to supply it. For it to be individually rational to make 
an offer, the expected gain in terms of reduced expected privacy harm must be 
greater than the reduction in quality in the neighborhood of at xSL: 𝛼 <
 −𝜕𝐿(𝑥 ;𝜃)

𝜕𝑥
 
𝑥=𝑥𝑆𝐿

.  As in the case with privacy insensitive consumers, there will be some 

𝜃  where𝛼 =  −𝜕𝐿(𝑥 ;𝜃 )

𝜕𝑥
 
𝑥=𝑥𝑆𝐿

. For consumers with 𝜃 < 𝜃 , there will be no trade, as the 

marginal benefit from reduced expected privacy harm is less than the marginal 
reduction in quality.  For consumers of type 𝜃 > 𝜃 , trades can occur because the 
marginal gain in privacy will be greater than the marginal reduction in quality.  

 
The number of consumers who will be able to contract to improve their 

situation will depend on the size of indirect costs and the variance of the 
distribution – tight distributions will have fewer bargains, and loose distributions 
will have more.  It is important to note, that the bargaining that takes place will not 
completely remove the inefficiencies in care as bargaining will only take place until:  

𝛼 =
−𝜕𝐿(𝑥;𝜃)

𝜕𝑥
.  That is, although both parties would be willing to contract to move 

levels of care to x*, that quality is the only bargaining instrument limits the size of 
the surplus that can be transferred and hence the scope of the bargain.19 

 
As inefficiencies are eliminated from care levels, activity levels also will move 

closer to optimality for those who contract.  Consumers who are able to trade 
quality for privacy will see a reduction in the price of online activity, as care is more 
closely tailored to their type.  This will cause the demand curve for consumers in the 

ranges  𝜃 − 𝜃′   and  𝜃′′ − 𝜃 (shown in Figure 5) to shift up, leading to consumption 

that is closer to optimal.  

                                                        
18 Rearranging (9) yields:  2𝐿 𝑥𝑆𝐿 + 𝑥𝑆𝐿 𝛿 + 𝛼 > 2𝐿 𝑥∗ + 𝑥∗ 𝛿 + 𝛼 , which holds for all 𝜃 ≠ 𝜃 .  
19As long as the distribution is symmetric, and those who find it rational to reveal their types are 

drawn equally from the high and low ends of the distribution, publishers will not reestimate 𝜃  after 
the first round of bargaining.  
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B. Paying for Privacy 

 
Next, consider the possibility that consumers can pay for additional privacy, 

but prices are still bounded from below at zero.  Privacy-sensitive consumers will 
find it in their interest to pay for additional privacy.  From the no-prices scenario 
discussed above, there is clearly a bargaining range for consumers and publishers to 
improve the efficiency of care levels.  When prices are available, however, welfare 
enhancing exchanges are not limited to consumers of type 𝜃 > 𝜃 , and will not be 

limited in scope to:  𝛼 =
−𝜕𝐿(𝑥 ;𝜃)

𝜕𝑥
.  Rather, all consumers of type 𝜃 > 𝜃 be willing to 

fully compensate publishers for taking optimal care with a dollar payment of at 
least 𝐿 𝑥𝑆𝐿 − 𝐿 𝑥∗  − 𝛿 𝑥∗−𝑥𝑆𝐿 .  Once privacy-sensitive consumers have 
revealed themselves, publishers will recalibrate their optimal level of care based on 
a truncated distribution with lower average demand for privacy.  Those consumers 
who find themselves with too little care in the new regime will pay for more care, 
and the process will continue until the entire distribution of consumers have 
revealed themselves and is paying for optimal care.20 

 
Because care levels are optimized by having consumers compensate 

publishers for the direct costs of providing additional privacy, consumers will face 
price:  𝑝 = 𝐿 𝑥∗; 𝜃 + 𝑥∗(𝛼 + 𝛿), and hence consume on 𝑧∗(𝜃)in Figure 5.  
 

 
C. Transaction Costs& Limiting Liability to Monetary Harm 

 
 To this point I have assumed away transactions costs.  In reality, however, 
contracting for privacy is likely to entail substantial transactions costs associated 
with signaling and discovery, in addition to other routine costs associated with 
contracting.  If welfare enhancing exchanges take place only if surplus, S, is greater 
that transactions costs, k, the ability of private agreements to reduce inefficiencies is 
limited.  Take for example the case in which prices are unavailable.  When one 
considers transactions costs, the portion of the distribution that will be left with the 

status quo of 𝑥 𝑆𝐿  of will grow.   S falls as one moves closer to 𝜃  from either 𝜃 or 𝜃, so 

that𝜃  is effectively pushed further out in the tails of the distribution.  Even when 
payments are possible, transaction costs will limit the ability for publishers to 
contract with all consumers in the distribution.  
 

                                                        
20 This result is similar in spirit the classic result of Ayers & Gertner, Filling Gaps in Incomplete 
Contracts:  An Economic Theory of Default Rules, 99 YALE L.J.  87 (1989), of in the context of 
consequential damages in contractual relationships. A penalty default will create incentives for high-
damage parties to reveal themselves, allowing firms to optimally tailor care levels.  Here, it is the low-
damage consumers that reveal themselves, leaving publishers to infer that the remaining silent 
parties are high damage consumers.  Further, because care levels are continuous rather than binary, 
full separation requires multiple iterations. 
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 Increasing Sacross the distribution will increase incentives to bargain.  One 
way to accomplish this is to make publishers liable only for monetary harms.When 

publishers set care at 𝑥∗(𝜃 ), inefficiencies in care at types away from 𝜃  act as 
penalties for consumers who do not identify their types.  When we consider 
transaction costs, the surplus to be gained from correcting these inefficiencies – S – 
may not be large enough to spur contracting.  Moving the default level of care to 
𝑥∗(𝜃) increases the size of the penalty for most of distribution, strengthening 

incentives to bargain, and concomitantly increasing welfare. 
 

Take again the scenario where prices are unavailable, but suppose that 
damages are limited to monetary only.  Publishers will take care 𝑥∗(𝜃), and the 

entire distribution of consumers will receive suboptimal care.   Compared to a 
regime that makes publishers liable for non-monetary costs, more bargains will be 
struck.  In Figure 6, consumers with 𝑎 < 𝜃 < 𝑏 (region A) will be unable to bargain 
for more efficient care when non-monetary harms are included in damages.  When 
only monetary damages are included, only consumers with 𝜃 < 𝑐(region B) will be 
left with the status quo. The mass in region A will always be larger than that in 
regionB in most symmetric distributions with a central mass.  Further reinforcing 
this result is the concavity of x*, which ensures that S becomes larger than k more 

quickly in the neighborhood of 𝑥∗(𝜃) than that of 𝑥∗(𝜃 ).   

 
 Even whenconsumers can pay for privacy, limiting damages to monetary 
harms can increase welfare.  Recall that privacy-sensitive consumers will pay for 
additional care, setting off a chain that eventually causes all consumers to reveal 
their type.  If the default is set at monetary harm only, publishers will choose 𝑥∗(𝜃), 

and the entire distribution of consumers – a save those very near 𝜃, for whom k >S – 

will be able to purchase optimal levels of care in the first round.  This result is 
superior to the unraveling process described above when firms are liable for non-

monetary harms and set care at 𝑥∗(𝜃 ), both in terms of transaction costs saved and 
inefficiencies eliminated.  
 
 Although increasing S will increase efficiency in care and activity levels, it 
comes at a cost of nk, where n is the number of people who bargain.  When 

distributions are tight around 𝜃 , most of the mass of consumers will find that S>k, 
and hence not contract for more efficient care.  Limiting publishers’ liability to 
monetary damages will increase the surplus to be gained from contracting, 
therefore encouraging much of the distribution to bargain for more efficient care.  
These efficiency gains, however, will be minimal, and will come at a large cost.   
Indeed, net gains may very well be negative.  Accordingly, if the goal is to minimize 
the sum of contracting and inefficiency costs, maintaining liability for non-monetary 
damages may be optimal in these (likely rare) situations.  
 

 
V. POLICY IMPLICATIONS 
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The FTC is the primary federal agency involved in privacy.Congress 

authorized the FTC to take action against businesses that engage in “unfair or 
deceptive acts or practices.”21  It has used both unfairness and deception as the legal 
grounding for its approach to privacy and data security enforcement.  Specifically, it 
has brought deception claims against companies for breaching specific promises 
regarding security procedures,22 or the data it would collect.23More common are 
deception theories based on “express or implied” promises to take “reasonable” 
security measures.24  There have been fewer unfairness cases, but they have become 
more common in recent years.  Many of these cases have involved instances in 
which breaches have led to high levels of fraudulent charges to credit card and bank 
accounts.25  Some more recent cases, however, have involved data breaches that 
have not led to any reported consumer harm,26or involved unauthorized collection 
of sensitive data.27 
 

If the current FTC posture is best captured by the reasonableness standard 
presented here, then it is likely that firms over-invest in care.  The model presented 
in this paper suggests that strict liability is a superior alternative because it has the 
potential to harness firms’ and consumers’ private information about demands for 
privacy and direct and indirect costs of care.  The direct policy implication is that the 
FTC should get out of the business of prescribing reasonable care, and instead shift 
its focus to assessingmonetary penaltiesagainst firms that cause cognizable privacy 
harm.Additionally, it should enforce promises between publishers and consumers 
that set limits on liability.  Such an enforcement posture would allow consumers and 
publishers jointly to determine what is reasonable.  
 
 Cognizable harm need not necessarily be limited to monetary harm.  The 
distribution of 𝜃 is likely to vary based on the type of information involved.  
Surreptitious recording of intimate household activity via rental computers, for 
example, may rise to the level of cognizable harm in the sense that even relatively 
privacy insensitive would be harmed by this invasion.28  The same may be said for 
sensitive medical information, like HIV status or mental health conditions.  That is, 
in the context of the model, the variance of 𝜃is relatively small for situations 
involving highly sensitive data.  On the other hand, consider the alleged harm in the 
Face Book unfairness count that involved the potential of “unwelcome contacts,” 
and making public information such as “potentially controversial political views,” 
“business relationships,” and photos that have the potential to reveal “potentially 

                                                        
21 5 U.S.C. § 45. 
22See e.g., Petco Animal Supplies, Inc.  
23See, e.g., Google Buzz. 
24See, e.g., In re Twitter, Inc.; In re Lookout Services Inc. 
25See, e.g., In re Dave & Buster’s, Inc.; In re DSW, Inc.; In re Choicepoint. 
26See, e.g., In re Ceridian Corp.; In re Lookout Svs., Inc.; In re Upromise, Inc. 
27See, e.g., In re Google (Google Buzz); In re Designerware, Inc.. 
28SeeDesignerware.  
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embarrassing or political images to third parties.”29  The variance of 𝜃 for this type 
of harm is likely to be large, suggesting that it should not be cognizable.  As shown in 
the model, limiting liability to monetary harms is likely to be efficient in exactly 
these circumstances by forcing consumers who want extra protection from Face 
Book to reveal their preferences.  
 

A strict liability regime depends on the FTC assessing penalties equivalent to 
the privacy harm that publishers cause. The FTC, however, enjoys only equitable 
powers under for enforcement of Section 5.  Although it would need additional 
Congressional authorization to levy fines, it could pursue disgorgement more 
robustly as an alternative. Disgorgement for cognizable monetary harms would 
improve the status quo by forcing firms to internalize the privacy harm that they 
cause.  Further, it would avoid the uncertainty and administrative costs associated 
with a twenty-year consent order.   
 

Finally, if the FTC retains a reasonableness standard, it could alleviate some 
of the uncertainty that likely drives firms to take too much care by issuing 
guidelines that spell out the type of conduct that is likely to trigger an FTC 
investigation.  True, firms currently have nearly fifteen years of consent packages to 
examine, but this only provides one side of the equation.  To truly identify where the 
line between legal and illegal conduct lies as far as Section 5 is concerned, firms 
must know what they can do as well.  The FTC additionally could publish 
anonymized descriptions of investigations that resulted in no action.Finally, because 
consumers’ valuation of privacy, their knowledge of the costs and benefits of the 
precautions they can take, and the direct and indirect provider costs associated with 
protecting privacy are key to arriving at optimal levels of protection, the FTC should 
engage the Bureau of Economics to get a better understanding of these important 
parameters.  
 
 

VI. CONCLUSION 
 

The stylized model presented here suggests that a strict liability rule 
outperforms liability based on an ex post assessment of reasonablenessnegligence 
when consumer harm is heterogeneous and measured with error.  Indeed, it 
performs at least as well as an ex ante regulatory standard, and likely better as it 
harnesses publishers’ private information about direct and indirect costs of 
precaution and allows for greater flexibility when these parameters change.  Most 
importantly, unlike regulation, strict liability allows for private contracting.   
Consumers who do not receive optimal care will have incentives to reveal 
themselves when the publisher chooses one level of care based on average privacy 
sensitivity.   When content is free, private contracting will not exploit all potential 
gains from trade as quality is the only instrument available to transmit direct costs.  

                                                        
29See Facebook Compl. at par. 26.   
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When publishers can charge for additional privacy protection, however, efficient 
care can be realized for the entire distribution.   

 
Holding firms liable for non-monetary harms only in situations in which 

there is broad agreement on the level of harm (i.e., a very tight distribution of 𝜃) will 
act as a penalty default, harnessing private information about private sensitivity to 
tailor care for a larger portion of the distribution.  Although the model considered 
publishers as the only parties that could affect the level of expected harm, it is likely 
that consumers have some control over the magnitude and likelihood of harm they 
suffer.  For example, consumers could limit the amount of sensitive information that 
they share or could take steps to block tracking by ad networks.  Leaving consumers 
to bear liability – as the strict liability rule considered here does – may create 
incentives for them to take care when it is efficient to do so.  What’s more, consumer 
actions could serve as imperfect substitutes for publisher actions when contracting 
fails to lead to optimal care, again ameliorating suboptimal care and activity levels.  

 
 The model also has implications for policy.  It suggests that the FTC (and 
state counterparts) should stop determining whether behavior was “reasonable” 
after a privacy accident.  Rather, it should assess monetary penalties against firms in 
amounts equal to cognizable privacy harms that they cause.  These harms 
includeboth monetary losses and those non-monetary harms that most consumers 
would agree on, such as surreptitious recordings of intimate behavior or making 
public certain personal health information.   
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Figure 1: Optimal Care Levels  
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Figure 2: Demand for Online Activity   
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Figure 3: Care under Reasonableness and Strict Liability  
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Figure 4: Demand under Reasonableness  
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Figure 5: Demand under Strict Liability  
 

 
 

 
 
 
 
 
 
 
 

 
 
 

 
 
 

 
 
 

 

 
 
 
 
 
 
 
  

z*(𝜃 ) 

𝜃  

 

z*(𝜃) 

 

Z 

θ 

𝑧 (𝜃) 

𝑧 (𝜃 ) 

𝜃" 𝜃′  

ZSL(𝜃) 



Preliminary Draft  Do not cite without permission 

 23 

 
Figure 6: Monetary vs. Non-monetary Damages 
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